About This Document

We describe ABM++, a software framework used to implement distributed agent based models on Linux clusters.  This document is included with the ABM++ source distribution, which is available under the GPL license and a virtual appliance configured to provide a convenient development and test environment for the ABM++ framework and MPI development in general.  

The first sections of the document provide background on the framework, and are followed by an example of how to implement a distributed ABM within the framework.

The second section of the document provide details on a virtual machine that we have primarily configured to support parallel C++ development, debugging, and profiling. Our intention is to provide a user friendly, ready to go environment for exploration and extension of the ABM++ framework as well as parallel application development with MPI in general.  Within this configured appliance the ABM++ framework has been setup as a fully functioning project example within the popular Eclipse IDE.  The initial release of this appliance is based on the Ubuntu 9.10 release with OpenMPI and with the Eclipse CDT/PTP IDE.  With the current release version, this appliance is usable as VMWare virtual machine that can be started with the freely available VMWare Player or hosted within one of WMWare’s server options.  Full details on the environment are detailed below.  

Introduction

The ABM++ software framework allows the developer to implement agent based models using C++ that are to be deployed on distributed memory Linux clusters.  The framework provides the necessary functionality to allow applications to  run on distributed architectures.  A C++ message passing API is provided which provides the ability to send MPI messages between distributed objects.  The framework  also provides an interface that allows objects to be serialized into message buffers, allowing them to be moved between distributed compute nodes.  A synchronization method is provided, and both time-stepped and distributed discrete event time update mechanisms are provided.

ABM++ is completely flexible with respect to how the developer chooses to design his C++ representations of agents.  All of the functionality necessary for distributed computation is provided by the framework; the developer provides the C++ agent implementations for his application.  Distributed computing functionality is provided by the framework to the application via simple inheritance and containment.  The source code includes a simple working example in the Applications directory to illustrate how the framework is used.

 Background

ABM++ is a re-engineered version of the distributed computing toolkit that was developed at Los Alamos National Laboratory during the period of 1990 – 2005.  EpiSims, TRANSIMS, and MobiCom are three large-scale distributed agent based models developed at Los Alamos that utilized the distributed toolkit.  The toolkit was re-engineered and re-implemented in 2009 to make it more modular and extensible.  

Tools for Managing Distributed Agents

In a distributed ABM, the agents are distributed across the compute nodes in the cluster.   In most applications some agents might be statically distributed: they never migrate between distributed compute nodes after the initial distribution.  Other agents are dynamically distributed: they can migrate between compute nodes as the simulation runs. As an example of this, consider a design for a social network model that simulates interactions between all individual persons in a city the size of Chicago, which has a population of 8.6 million people.  The agents in this design are

· individual people, and

· locations in the city (households, workplaces, schools, shops, hospitals, etc.).  For a Chicago model there might be 200,000 non-household locations to be simulated, in addition to ~2,000,000 household locations.

In this example design, location agents will be statically distributed and person agents will be dynamically distributed.  At simulation initialization time all ~2,200,000 locations will be distributed across the cluster compute nodes.  Then, as the simulation runs people will migrate between CPUs as their simulated daily activities cause them to move from location to location during the course of a simulated day.   Person agents will come into contact with other person agents at locations as a result of the social network mobility patterns, and whatever person agent interactions are of interest can then be simulated.

The ABM++ framework provides specialized container classes that can be populated with information about what CPU all statically distributed agents reside on.  This facilitates the ability to send messages between distributed agents.  An example distributed ABM is included in the source distribution which demonstrates the used of these specialized container classes.

Time Update Tools

Two methods of time update are provided by the framework: time step and discrete event updates.  The provided example framework code includes an example which uses time step updates.

Synchronization tools

Interprocess communications between compute nodes in a distributed ABM often impose  synchronization requirements.  In our example social network simulation, person agents migrate between  compute nodes as the person agent randomly moves between locations.  It is important that both compute nodes be at the same simulated time at the time of each move, otherwise causality errors would be introduced into the simulation if a person agent arrived at a compute node with a different notion of the current simulation time than the node he had just departed.

The current version of the framework provides one synchronization method that uses a master/worker design.  This type of synchronization has the advantage of being simple, but it has the disadvantage of not scaling well to thousands of compute nodes.  A future version of the framework will include a second synchronization method that utilizes a random pair-wise compute node method that scales well to large cluster configurations.

C++ API to the Message Passing Interface (MPI)

A library is included with ABM++ called MPIToolbox that provides a C++ API to MPI.  This API provides an interface to MPI that includes methods for serializing agents into message buffers, allowing agents to be sent via the MPIToolbox between compute nodes in the cluster.  The advantage of the MPIToolbox is that it handles the lower-level interfaces to MPI transparently, easing the task of implementing message passing code.

An Example

The Applications directory contains a full working implementation of a simple social network ABM.  The agents in the simulation consist of Location agents and Person agents, as described above.  The Location agent software objects are statically distributed, and the Person agents migrate between them.

It is intended that the code in the Applications directory be used as a stub, or starting point for actual distributed ABM implementations.  In particular, the DSim.[Ch],  DistribControl.[Ch], and ABMEvents.[Ch] files are intended to be modified to meet specific application requirements. 

Example Problem statement, to be implemented as a distributed ABM

Create 100 locations of the type described above on each CPU of each available compute node.  Create 1000 people at each location.  Randomly send all people to other locations every 15 minutes.   Assume it takes 15 minutes for a person to reach another location from his current location.

DSim.C

This file contains the int main() routine for our example simulation application.  

It is in main() that several framework globals are instantiated.  It is also here that the  simulation end time is set and the  simulation is started.   One of the globals created is DCtl, instantiated as shown below starting at line 57 of DSim.C :

    //

    // Create an instance of a class object that will perform distributed run control

    //

    DCtl = new DistribControl(); 

One instance of the DistribControl class is created on each compute core. 

DistribControl.C

This file contains the method definitions of the DistribControl class.  The DCtl object is responsible for understanding the distributed topology of the ABM and controlling the simulation run.  A brief description of the public methods of the DistribControl class follows.  See DistribControl.C for the details of implementation.

 DistribControl::Init

· Create Distributed Object containers on each compute core. The Distributed Object containers are used to dereference compute core ids where distributed location objects reside.

· Create a simulation Controller object for each compute core.  The simulation Controller object causes time updates to occur.

· Create an instance of the ABMEvents::TimeStep class.  The Controller object uses this TimeStep class to perform rescheduling time step updates.

· Create some locations on each compute core.

· Broadcast the location ids that reside on this core to all the other workers in this distributed run.

· Synchronize with the master so that none of the workers leave DistribControl::Init until they are all done initializing.

DistribControl::Run

This method just causes the rescheduling ABMEvents::TimeStep event to execute each time interval.

DistribControl::Shutdown

This method coordinates with all other compute cores to accomplish a synchronized shutdown of the distributed run.

DistribControl::HandleIO

This method is only invoked on the MPI master core.  It uses an MPI Toolbox method to sit in spinlock listening for incoming MPI messages.

DistribControl::HandleEvent

This method runs on the master and all worker compute cores.  It is a specialized method that is inherited from the TmessageRecipient class in the MPI Toolbox.  It handles all incoming messages based on the type of message being received.  For example, if the message ID was of type kReceivePerson, the DistribControl::HandleEvent knows that the  message buffer contains a serialized representation of a person-agent that is arriving at this compute core, and that the DistribControl::ReceivePerson method is to be called, passing the message body as a parameter from which a new instance of the Person class will be instantiated.

DistribControl::ReceivePerson

A new instance of type Person is instantiated from the message bugger passed as an argument.  The person-agent is then inserted into it's destination location.

DistribControl::SendPerson

This is the method that is called when a person-agent needs to move to a new location.  If the destination location is one that is local to this compute core, Location::ReceivePerson is called for that location.  If the destination location resides on another compute core, the person-agent is serialized into an MPIToolbox message, and the message is sent to its destination compute core.

DistribControl::Synchronize

This method is called as a result of DCtl having received a message from the simulation master process that synchronization is required.  This method will sit in spinlock until it receives another message from the master process to continue simulating.

DistribControl::AddLocationData

This method is called after DCtl receives a message of type kSendLocationInfo.  The message body contains the compute core id and location ids for all distributed locations that reside on other compute cores.  This information is used by DCtl to dereference the compute core id for a distributed location.

SocialActivity.C

This file contains just two methods.  

SocialActivity::CreateLocations

This method is called by DistribControl::Init to create 100 locations on this compute core.

SocialActivity::MovePeople

This is the method that is called by the Controller object each time step.  It sends all of the person-agents residing in Locations on the compute core to other randomly-selected Locations.  Note that this method invokes Location::SendPerson, which in turn invokes DCtl->SendPerson, because only the DistribControl object is aware of the distribution of Location objects on the cluster compute cores.

ABMEvents.C

TimeStep::Eval

The TimeStep class is used to define what simulation activities are to occur each time step.  The time step interval is defined at line 42, and the time step functionality is defined in the TimeStep::Eval function which begins at line 45:

1. Call the DistribControl Synchronize method to ensure that all compute cores are synchronized to the same simulation time step.

2. Call the SocialActivity::MovePeople() method to randomly move person agents between locations.

3. Reschedule the next time step event.

Location.[Ch]

The Location class is a statically distributed agent in the simulation.  It has methods to send and re receive person-agents, and a container to hold them in.  Each location has a unique ID, defined at line 27 of Location.h.

Person.[Ch]

The example person agent is defined by the Person class.  Person agents are dynamically distributed objects.  A Person object has a unique id, and Encode and Decode methods for serializing the person agent data into MPIToolbox message buffers.  For this simple example the Person Id is the only data that is serialized at message passing time.

The ABM++ MPI Appliance

As a way to get users up and running with the ABM++ framework described above we have created a virtual machine configured to provide users with an adequate environment for development of C++ MPI applications and hopefully extension of the ABM++ framework itself.  Below we describe the configuration of this appliance as well as provide some quick start tips for running the appliance from a Microsoft Windows or Linux host machine as well as building and running, debugging and profiling the ABM++ framework from within the provided Eclipse project example.

Version 0.1 Configuration

Below is a bullet list outlining the configuration of the version 0.1 appliance release, notes on decision points and options for the future follow. Version 0.1 might be considered the personal version intended for standard laptops and desktop personal computers. Configurations for actual cluster hardware including dynamic cloud configurations ideally should follow.

· VMWare virtual machine image

· 32-bit Ubuntu 9.10 (http://www.ubuntu.com/ )

· 1536 MB RAM

· 2 CPUS

· 100 GB harddrive

· 1 regular CD and 1 .iso mount

· OpenMPI 1.4.1 (http://www.open-mpi.org/ )

· Tau 2.19 (http://www.cs.uoregon.edu/research/tau/home.php )

· Papi 3.7.2 (http://icl.cs.utk.edu/papi/ )

· VampirTrace 5.8 (http://tu-dresden.de/die_tu_dresden/zentrale_einrichtungen/zih/forschung/software_werkzeuge_zur_unterstuetzung_von_programmierung_und_optimierung/vampirtrace/index_html/document_view?cl=en )

· PDToolkit 3.15(http://www.cs.uoregon.edu/research/pdt/home.php ) 

· Sun JDK 1.6.0_15

· Python 2.6 version of mpi4py 1.2.1

· Eclipse C/C++ Development Tools (CDT) 6.0.2 (http://www.eclipse.org/downloads/ )

· Eclipse Parallel Tools Platform (PTP) 3.0.1 w/ scalable debug manager (SDM)

· Eclipse Remote System Explorer (RSE) 3.1.1

· SWIG 1.3.36

· VNCServer – vnc4server 4.1.1

· NXServer 3.4.0-12 

· TODO: python, java dev support in Eclipse

· TODO: Paraver, JumpShot-4 viewers (http://www.mcs.anl.gov/research/projects/perfvis/software/viewers/index.htm )

· TODO: External source control for project examples in Eclipse

· TODO: PostgreSQL/PostGIS w/ synthetic population datasets for ABMs

· TODO: ABM example using synthetic population

· TODO: Hosting location for the appliance, thoughts on change control, user community

Virtual Machine

There are essentially two choices for creation of a virtual machine which is intended to be easily shared.  One is to create a VMWare virtual machine the other to create a virtual machine based on Sun’s open source VirtualBox platform.  Both are fine options and both will be available as downloads initially from the MIDAS portal.  There are pros and cons to both choices.  VMWare images are cross platform; for this reason the base release is created as a VMWare image and converted to a VBox image.  The appliance will be tested in both VMWare Player on both Windows and Linux hosts, WMWare Server on a linux host, and as VBox images.

We will also likely investigate creation an Amazon EC2 AMI image.  This image might be more production ready, real cluster oriented than the VBox and VMServer personal version(s), ie version 0.1 which are primarily intended for development of the ABM++ framework.  The AMI image would be made available to the community from Amazon’s AMI collection.

[image: image1.png]ERlE I

c

Applcaion Virtual Machine Admiistration | @[l Help | Virtual Appliance Marketplace | Log Out
Inventory () My_aBM_Appliance
v [ dionysus Summary | Console [ Tasks | Events |[permissions
Performance 7] vMware &l
@ Processors 2X5.859 GHz Bon] &
3.522 GHz Power State »
Powered On
& Memory s1s2me Guest 05 a
T Ubuntu Linu (32-bit)
VMware Tools
i 1 Running
Hardware [l virtual Hardware version
@ «| processors R Version 7
DNS Name
@ | vemory see tiparadev-desktop
1P Addresses
© | Hard Disk 1 (1D 0:0) 100,00 GB. fe0::206:20fFfeddrfezc
10.182.31.99
B | Network Adapter 1 Bridged
Commands =)
@) ~ CO/DVD Drive 1 (IDE1:0)  Using file linux.iso. ower off
B | corovo orive 2 G0 1:1)  bsingfle ubuntu,10-desktop-386.50 Suspend
Reset
© - scst contraler o 181 Logic Restart Guest
Shut Down Guest
© - use conrater Auto connect disabled S
© | auio Add Hardware
Snapshot
@ -] paraliel port 1 Using device Take Snapshot
Configure WM
© | seriatport 1 Using device Generate Virtual Machine Shortcut
Relationships =]
Host Machine
dionysus
Datastores
VizOngig
Networks
Bridged

Task





Operating System

It’s not hard to argue that Ubuntu and similar distributions of Linux provide ideal environments for development of parallel applications especially and obviously for those applications which are destined to be run on Linux based cluster configurations.  We chose to start with the Ubuntu 9.10 Karmic Koala release for this reason.  The ElasticWolf project is another example of a Fedora based appliance for parallel computing designed specifically for the Amazon EC2 cloud. 

“The ElasticWulf project consists of Python command line tools to launch and configure a beowulf cluster on Amazon EC2. We also include AMI build scripts for master and worker nodes based on x64 Fedora Core 6 instances.”  http://code.google.com/p/elasticwulf/ 

32 or 64-bit, Memory and Other Hardware Configurations

We chose to create the version 0.1 image as 32-bit instead of 64-bit.  Currently the majority of the laptops used within our organization and many others are still 32 bit.  It would not be difficult to create 64-bit versions of the appliance with additional CPUs and RAM for use on dedicated virtual servers.   Since we first intended this appliance to be usable on typical laptops and desktops as an introduction to the ABM++ framework we decided to stick with these modest configuration options, 32-bit, 1536 MB RAM, and 2 CPUs.  Some of these are actually configurable with VMPlayer, VMServer, or VBox.  We also chose to set the harddrive size to 100GB-growable; IDE was chosen over the SCSI interface.  Down the road this will limit use to 4 drives max, 126GB each in VMPlayer or VM Server but performance is supposed to be better.  By default the network is setup to share the IP of the host machine using NAT.  This will likely be an issue if trying to connect to the appliance from outside.  In VM software this can be easily changed to a bridged connection which will assign the virtual machine an ip from the host’s network. 

Remote Desktop Options for Server Hosting

We have added VNCServer and NoMachine NX server if the image is to be hosted within a virtual server vs run within a player like VMPlayer or via VBox GUI.   Both remote desktop methods have been tested.  One benift of the VBox image is that VBox also supports the RDP protocol to the running instances, their “vrdp” is supposed to be backwards compatibly with Microsofts RDP, which if hosted on a server perhaps in headless mode,  a Microsoft Windows desktop user could use the existing local remote desktop connection software to utilize the appliance.  Your options for remote desktop with the VM image are VNCServer, No Machine NX, and if you are using WMWare server there is a firefox plugin which as an administrator at least provides useable although a bit ugly and slow, browser based remote desktop option.  

It also seems that VBox supports more seamlessly sending shut down signal to the instance where VMPlayer and Server options I have used so far are a bit more like pulling the plug, I could be missing something. 
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Software Configuration

Compilers and Language Support

We used the Ubuntu included gcc/g++ compilers version 4.4.1, but also added gfortan 4.4.1.  The Sun JDK version 1.6.0_15 was installed.  We will likely add to the minimal python install that comes with ubuntu 9.10 specifically to include mpi4py, NumPy  and SciPy and other useful modules but we have not decided if we will add python development support and Java development support to the Eclipse IDE configuration.  The mpi4py python bindings to Open MPI have been installed and tested. MPI for Python really does look promising as does IPython for interactive parallel programming. 

“MPI for Python (mpi4py) provides bindings of the Message Passing Interface (MPI) standard for the Python programming language, allowing any Python program to exploit multiple processors. 

This package is constructed on top of the MPI-1/MPI-2 specification and provides an object oriented interface which closely follows MPI-2 C++ bindings. It supports point-to-point (sends, receives) and collective (broadcasts, scatters, gathers) communications of any picklable Python object as well as optimized communications of Python object exposing the single-segment buffer interface (NumPy arrays, builtin bytes/string/array objects)”.  http://code.google.com/p/mpi4py/ 

“The goal of IPython is to create a comprehensive environment for interactive and exploratory computing. To support, this goal, IPython has two main components: 

· An enhanced interactive Python shell. 

· An architecture for interactive parallel computing. 

All of IPython is open source (released under the revised BSD license). You can see what projects are using IPython here, or check out the talks and presentations we have given about IPython.” http://ipython.scipy.org/moin/ 

IDE

Eclipse is a popular development platform for a number of languages, probably most used for development of Java applications it also has plug-in for a number of other languages including python, jython, fortran and most notably a well supported C/C++ plug-in.  Development of parallel applications using OpenMPI, OpenMP and others are well supported. Only the OpenMPI libraries have been installed at this point.
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Debugging

The Eclipse PTP plug-in provides the Scalable Debug Manager (SDM) for parallel debugging and the RSE plug-in supports remote execution and debugging as well as integration with resource managers like PBS and others. So far the RSE and resource manger features have not been tested but look promising. 

Profiling/Tracing and Viewers

Tau 2.19

Eclipse supports integration with profiling and tracing tools such as the Tuning and Analysis Utilities (Tau) from http://www.cs.uoregon.edu/research/tau/home.php . Tau is:

“TAU Performance System® is a portable profiling and tracing toolkit for performance analysis of parallel programs written in Fortran, C, C++, Java, Python. 

TAU (Tuning and Analysis Utilities) is capable of gathering performance information through instrumentation of functions, methods, basic blocks, and statements. All C++ language features are supported including templates and namespaces. The API also provides selection of profiling groups for organizing and controlling instrumentation. The instrumentation can be inserted in the source code using an automatic instrumentor tool based on the Program Database Toolkit (PDT), dynamically using DyninstAPI, at runtime in the Java virtual machine, or manually using the instrumentation API. 

TAU's profile visualization tool, paraprof, provides graphical displays of all the performance analysis results, in aggregate and single node/context/thread forms. The user can quickly identify sources of performance bottlenecks in the application using the graphical interface. In addition, TAU can generate event traces that can be displayed with the Vampir, Paraver or JumpShot trace visualization tools.”

Testing of basic mpi profiling options have been successful. Tau was compiled with papi, vampirtrace, mpi, pthreads and variety of other support libraries.  Eclipse integration with all the features is not there but basic mpi profiling with results stored in a PDToolkit database works.  You can browse the performance database and launch the paraprof viewer. We have not yet installed the 3D libraries to support the 3D views and may not as OpenGL via remote desktops could be a problem, although for the Vbox image with Guest Additions (similar to vmware tools) I watch it build some kind openGL support.   The tau configuration has made it through the tau validation tests for the following stub makefiles. Only limited testing has been done though:   

· Makefile.taumpi-pdt

· Makefile.tauparam-mpi-pdt

· Makefile.taupthread-pdt

· Makefile.taupapi-pdt

· Makefile.taucallpathdepthlimitpapi-mpipthreadcompensatepdt-vampirtraceprofile-trace Makefile.taudepthlimitmpi-pdt

· Makefile.taupapi-pthread-pdt

· Makefile.tau-pdt

· Makefile.taupapi-mpi-pdt

· Makefile.tauphasepapi-mpi-pdt
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Paraver

TODO: Tau can be configured to provide conversion tools to tracefile formats for Paraver http://www.bsc.es/plantillaA.php?cat_id=485 .

Jumpshot-4

TODO: Tau can be configured to provide conversion tools to the SLOG2 tracefile format used by Jumpshot-4 viewer http://www.mcs.anl.gov/research/projects/perfvis/software/viewers/index.htm .

Data

TODO:  It would be useful to have an open source database such as PostgreSQL w/PostGIS to house the synthetic population datasets that RTI has developed.  This data has been used in a number of ABMs now for creation and attribution of agents.  In addition it would be even more useful if one of the Eclipse project examples utilized this data.  One issue is that this data is very large consisting of the geographic locations of all US households and person records with full census attributes for each household occupant for the entire US; the appliance is already 8GB last time I looked.  As well datasets for Mexico, India, and Cambodia have also been created.  Perhaps we should create another appliance specifically for this data and similar?

Example Eclipse Projects and Quick Start Guide

The ABM++ framework has been loaded into the Eclipse IDE as a first example project. It has been purposely setup as a standard make project meaning that it should build fine outside of Eclipse.  Other examples will likely be included.  Some of the MPI exercises from http://ci-tutor.ncsa.illinois.edu are good candidates. As well we should investigate mpi4py examples.

Getting the Appliance

The latest version of the appliance should be available from the MIDAS website and/or FTP or early on by email request.  There will be one or more versions of the appliance available.  Versions will be by virtual image type (VMWare or Sun VBOX) and by 32 or 64 arch.  Other versions might be available with more CPUs and memory but some of this is configurable by the players servers that will host the images.  Download the virtual image zip file. Install the player or server on your host system, unzip the appliance, and point your player or server to the virtual image.  See your players or server documentation for more details.   This is it really, you should be looking at an entire operating system, with network connectivity, and all the development tools, and the ABM++ framework described in this document.  You may also run your image from within a server setup and connect to the instance with VNCServer, No Machine NX, or RDP if you are using the VBox image. 

Start Eclipse and Running the ABM++ Example

With this latest release of the gnome desktop Eclipse has a small bug which makes it so some of the button clicks within the IDE don’t work.  The current fix is to start Eclipse with a special flag.  This has been rolled up into StartEclipse.sh though.  Open a terminal window and type StartEclipse.sh.  You should be looking at the Eclipse IDE with project folders on the left.  Eclipse is organized according to developer perspectives.  When you first start Eclipse you will be looking at the C++ developer perspective.  Other perspectives that you will be using include the parallel runtime perspective and the debug perspective.  These can be accessed a variety of ways.  One way is up in the right hand corner; you should see a couple icons and two arrows >> clicking the icon and following the prompts you should be able to switch perspectives.  The other method is to use the window menu item and open perspective option.  In addition to perspectives the IDE is based on runtime configurations, profiling configurations, and debugging configurations.  These configs are how you will build and launch your tasks.  These are first setup using the menu items run as, profile as, debug as.  Manage and modify these with the run configurations, profile configurations, and debug configurations.  Under these you will be asked to name the config, pick the executable, point to the debugger, pick the MPI resource manager, set the profiling options and other items.  

One of the most critical steps to not skip is starting the MPI resource manager.  The appliance has been configured so that this one machine will simulate multiple nodes.  Currently it has been configured to simulate eight nodes.  Before running your application you must switch to the parallel runtime perspective and create (one should already be there) and/or start the resource.  You will see the nodes displayed as well there are windows in this perspective to see individual nodes output or the combined console output.  To see individual process info, double click a node and then click process.

The debug process is also fairly straight forward.  From either the debug perspective or the C++ dev perspective you insert break point by clicking just to the left of the code.  When the debug configuration is run, either by the menus, or button bar you will be presented with your typical stepping mechanisms.  Because you are likely looking at parallel code it will be a bit confusing as you will see multiple break point at different locations and at different times. 

Profiling and tracing is configured by selecting the various tau flags that instrument your code.  This is done under a tab in the profiling configuration.  Profiling and tracing is not required to develop an application but you might be interested in it at some point. 

The documentation for Eclipse the CDT and PTP is really not too bad.  If you have not used Eclipse before it would be worth skimming these before going much farther.  In addition you should visit the Tau, papi, pdt, …… websites for additional information as you dive more into profiling and tracing. 

Question & Answer

Q: I already have an environment for MPI development why use this?

A: This is not intended to be an expert MPI programmer’s suite. It is also not a production environment for running large simulations?  Think of this as a way to share your examples with others and collaborate on frameworks like the included ABM++ project example.

Q: I have examples I would like to contribute, how can I do that?

A: Ideally all the project examples would be maintained in an outside source code repository.  If given access to this, then from your appliance you should be able to contribute your examples. Future releases of the appliance may then also more directly include your project examples.

Q: Can I customize this environment once I get it?

A: Yes, it is yours, go for it. When you add something that you think would be very useful to others it can be proposed for the next version also if you enhance the integration of any of the tools or utilities that would also be great.  Take notes on what you’ve done.

Q: So I have not done much with parallel programming yet but I am looking at and running examples in a matter of minutes, isn’t that cool? How much time went into setting this up, could I just have done it myself?

A: Yes and yes.  The setup was somewhat time consuming but the biggest thing you gain over doing this yourself are the contributed examples and hopefully collaboration with others.

Q: So I’ve developed or have an idea for something but need more resources than this appliance can handle, what do I do?  

A: MPI is supported on a number of cluster configurations at RTI and at numerous of other locations as well as on clouds like Amazon EC2. More robust versions of this appliance may be available but in the end you should probably be thinking about a physical cluster of machines somewhere to run large simulations. Check early what the end environment looks like and what libraries are available.  Get others involved.

Q:When is the Amazon EC2 cloud version going to be ready?

A:If there is enough interest perhaps soon.  The conversion necessary does not look at all difficult.  In addition with the latest releases of Ubuntu Server canonical is moving towards supporting Amazon EC2 like configurations.  So you may start seeing clouds appear within your own organizations.  On the flip side production environments for parallel programming are a move away from the initial intentions to support the ABM++ framework, but if framework grows I think a production environment starts to make more sense.  

